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Models learn to produce long reasoning chains, with sophisticated behaviors 
like self-reflection, self-correction, and multi-step reasoning.

How?
Reinforcement Learning with Verifiable Rewards (RLVR)!!!

Large Language Models (LLMs) have significantly transformed the AI landscape, 
by achieving human-like performance on various downstream tasks.
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However, there is a constraint! 
RL can reinforce something only if it is able to sample it in the first place

Indeed, a recent study [1] shows that RL applied on the Llama 3.2-family of models struggles to elicit 
sophisticated thinking behaviors, in comparison to Qwen models.

[1] Kanishk Gandhi, Ayush Chakravarthy, Anikait Singh, Nathan Lile, and Noah D Goodman. 2025. Cognitive behaviors that enable self-improving reasoners, or, four habits of highly effective stars. arXiv preprint arXiv:2503.01307.

https://arxiv.org/pdf/2503.01307v1
https://arxiv.org/pdf/2503.01307v1


Introduction
How can we train the models that don’t exhibit such thinking behavior 
to develop it in the first place? 
We propose a simple idea inspired from classroom practice!



Introduction
How can we train the models that don’t exhibit such thinking behavior 
to develop it in the first place? 
We propose a simple idea inspired from classroom practice!



Introduction
How can we train the models that don’t exhibit such thinking behavior 
to develop it in the first place? 
We propose a simple idea inspired from classroom practice!



Method



Framework

Stage 1 Stage 2 Stage 3



Stage 1: Student Responses

For a given question q, we sample n responses.

We sample responses at a temperature of 1.0 
to observe diversity.



Stage 2: Teacher Guidance
We select 𝜸 number of trajectories and pass it to a 
teacher model for guidance.

Guidance Mechanism:
We give few-shot examples of four self-reflective cognitive 
behaviors (first person perspective):

Self-Conflict: challenging one’s own response by 
presenting conflicting perspectives.

Self-Critique: identifying weaknesses in their response and 
suggesting improvements.

Self-Agreement: affirming and justifying the strengths in 
their response.

Self-Consultancy: drawing on an alternative internal 
perspective or source of expertise to offer new advice or 
insights that could further improve one’s own response.



Stage 3: Student Training

The feedback obtained from the 
teacher model is augmented to the 
student rollouts.

Off-Policy Guidance Tokens

..... Hence the final answer 
is X </s> ..... Hence the final answer is X. Hmm… Wait… Let me recheck my answer ….

During Off-Policy updates, importance sampling weight can be very high, 
leading to massive clipping or gradients (if not clipped)



Stage 3: Student Training
We propose Advantage-Aware-Shaping 
(AAS) weight for off-policy tokens

Serves as a knob that enables us to 
control the magnitude of gradient updates 
for the off-policy teacher tokens.

Gradient Analysis (for chosen c values)

High Confidence Tokens Low Confidence Tokens
When A > 0,  the gradient increases the token’s probability slightly, while 
preventing overfitting to the already highly confident token.

When A < 0, the gradient magnitude is slightly higher than vanilla gradient 
update, making the model to reduce the probability of this already highly 
confident token.

When A > 0,  the gradient pushes to increase the probability of this token, 
conservatively in comparison to the vanilla gradient update.

When A < 0, beyond a confidence threshold, we mask the low confidence 
negative advantaged tokens, to not unnecessarily decrease the probability 
of this token.



Overall Algorithm
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Experimental Setup

Baselines
Prompt-based Methods
Zero-Shot
Self-Verify
Self-Correct
S1-Budgeting (Token Budget = 2048)

Training-based Methods
SFT
STaR

RL Baseline
GRPO

Model
Llama-3.2-3B-Instruct

Benchmarks
GSM8k
Math-500
AIME
CommonSenseQA
ARC-Challenge
GPQA-Diamond
StrategyQA
MMLU-Pro



Main Results

Comparison with Prompt-based methods: ThinkTuning outperforms all prompting-based baselines, achieving up to +9.4% 
accuracy gains across diverse reasoning benchmarks.

Comparison with Training-Based methods: SFT harms reasoning, reducing accuracy by up to 8% even on in-domain 
GSM8k. While STaR recovers some performance over SFT, our method surpasses it across all benchmarks with up to +6.8% 
gains with respect to zero-shot baseline.

Comparison with GRPO: Our method attains the best score on six of eight datasets, matches or surpasses GRPO on every 
set except GSM8K and StrategyQA, and delivers the largest absolute gain on AIME and GPQA-Diamond



Analysis



Does ThinkTuning scale inference time?

ThinkTuning model generates longer responses (3.4–20.8% 
more tokens) across benchmarks, indicating deeper 
reasoning.

Increased token usage reflects boosted performance on 
complex tasks like GPQA-D and MATH-500.

In MATH-500, ThinkTuning model outperforms GRPO even 
with fewer tokens (−3.6%), showing more efficient reasoning.



Can ThinkTuning instill unknown behaviors?
Consider a trivial use case in which we want the model to end its response by 
quoting the South Indian actor “Thalapathy Vijay”.

During RL training on math problems, it is highly unlikely that the model 
explores a trajectory that ends its response with a movielike dialogue 
quoting a South Indian actor. Note that, we do not give anything 
instructing the model to respond this particular way during sampling.



Conclusion



Our Contributions

● We introduced ThinkTuning, a GRPO-based interactive training 
framework that instills cognitive reflections via guided exploration.

● Empirically, ThinkTuning boosts the performance of a 
Llama-3.2-3B-Instruct model that was trained only on questions from the 
GSM8K train split.

● Additional experiments reveal that ThinkTuning can elicit unknown 
behaviors, by steering/guiding the exploration on-the-fly during RL.

● We hope our work will inspire future research that employs large-scale 
interactive training frameworks.
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